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Note to readers
The references embedded in this document support the underlying 
principles of Service-Based Architecture (SBA) [7,8], Network Repository 
Function (NRF) [7,8], AIaaS [3], distributed inference [3], autonomous 
network frameworks [1] and Analytics-as-a-Service with NWDAF [4]. 
However, they do NOT explicitly define or mention the concepts 
introduced in this paper, such as AI-NRF (AI capability broker) and 
mirrored AI-NFs (decoupled inference engines). These concepts 
represent original architectural conceptual extensions, proposed by the 
author, inspired by existing standards and industry trends .
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Abbreviations 
3GPP 3rd Generation Partnership Project. 

TS Technical Specification 

AMF Access and Mobility Management Function 

AUSF Authentication Server Function 

CHF Charging Function 

NF Network Function 

NEF Network Exposure Function 

NRF Network Repository Function 

NSSF Network Slice Selection Function 

NWDAF Network Data Analytics Function 

PCF Policy Control Function 

SEPP Security Edge Protection Proxy 

SMF Session Management Function  

TMF  TM Forum 

UDR Unified Data Repository 

UDM Unified Data Management  

UPF User Plane Function 
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Abstract 
The progression of the 5G Core (5GC) toward Autonomous Network (AN) 
capabilities — aligned with TM Forum’s Level 4/5 maturity model [1] — 
faces a critical challenge: reconciling the demand for real-time, cognitive 
intelligence with the telecom-grade expectations of reliability and 
deterministic behavior. 

Current architectures, particularly those built around a centralized Network 
Data Analytics Function (NWDAF) [2], fall short in supporting the 
latency-sensitive, governance-heavy demands of distributed AI inferences 
[3]. While NWDAF excels at generating long-term insights and centralized 
analytics, its architecture inherently limits responsiveness and scalability. 
The deployment of diverse, real-time AI models across both core and edge 
under this centralized paradigm proves inefficient, thereby obstructing the 
realization of AI as a foundational, resilient operational capability. 

To overcome these limitations, this whitepaper proposes a novel, 
decoupled architectural model that enables AI as a Service (AIaaS), 
integrated adjacently to the 5G Core. 

The approach introduces two new service-based components: 

• AI-NRF (AI capability broker): A specialized service registry that 
orchestrates and brokers all AI/ML inference capabilities. It dynamically 
optimizes inference selection based on contextual factors such as system 
load, network proximity, and network slice affinity. 

• Mirrored AI-NFs (Decoupled inference engines): Lightweight, specialized 
NF twins, such as AI-AMF, AI-SMF, AI-PCF and AI-UPF, designed to execute 
AI models independently from the core NFs. This effectively decouples 
volatile inference logic from the deterministic behavior of core functions. 

This hybrid, service-based architecture maintains the deterministic integrity 
of the 5GC while enabling the consumption of real-time intelligence via 
standardized and trusted APIs. It accelerates the implementation of TM 
Forum’s Autonomous Network framework by supporting safe A/B testing, 
seamless model updates and providing a standardized, dependable 
foundation for zero-touch automation [1][5]. 

Introduction 
The introduction of Service-Based Architecture (SBA) in the 5G Core 
represents a significant shift from the rigid, interface-driven frameworks 
of previous mobile network generations. In 4G’s Evolved Packet Core 
(EPC), network functions were interconnected via predefined, 
point-to-point interfaces. An approach that limited scalability and 
adaptability. By contrast, SBA replaces these static links with a 
cloud-native, service-oriented model in which each Network Function 
(NF) exposes its capabilities as discoverable services, accessible via 
HTTP/2 and RESTful APIs [6]. 
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While this architectural flexibility unlocks a new level of agility, it also 
introduces a critical challenge: 

in a dynamic, cloud-native environment, how do NFs locate and 
communicate with each other without relying on static configurations? 
Without a central coordination mechanism, the architecture would lack 
coherence and services would be unaware of each other’s presence, 
making dynamic behavior impossible. 

For overcoming such a critical coordination challenge a new component 
has been introduced, the Network Repository Function (NRF)- the pivotal 
orchestration layer for service registration, discovery and coordination 
across the 5G Core. Defined by 3GPP Technical Specifications TS 23.501 [7] 
and TS 29.510 [8], the NRF acts as the centralized registry and discovery hub 
for all NFs. 

Its key responsibilities include: 

• NF registration: Each NF (e.g., AMF, SMF, PCF, UDM) registers its profile with 
the NRF, detailing its type, capabilities, IP endpoints and operational 
status. 

• NF discovery: Through standardized APIs, the NRF enables any NF to 
dynamically locate and connect with other NFs, removing the need for 
hardcoded interactions. 

• Status & load management: The NRF maintains real-time awareness of NF 
availability and performance metrics, enabling intelligent routing, load 
balancing and failover. 

• Security integration: Working in tandem with the Service Communication 
Proxy (SCP) and Secure Edge Protection Proxy (SEPP), the NRF helps 
enforce secure, authorized communication between trusted NFs. 

More than just another core NF, the NRF serves as the control center of SBA 
agility, a dynamic service catalogue that empowers each NF (as a consumer) 
to query, discover and interface with available services across the 5G Core. 
For example, when the Access and Mobility Management Function (AMF) 
needs to interact with a Session Management Function (SMF), it doesn’t rely 
on static configuration files. Instead, it queries the NRF to retrieve the 
service URI of an appropriate SMF instance, selected based on proximity, 
load or specific service profiles. This dynamic resolution mechanism is 
essential for enabling elasticity and scalability across a distributed cloud 
infrastructure. The entire interaction is governed by NRF Service-Based 
Interface (SBI) APIs, as defined in [8]. 

In summary, the NRF is not merely a supporting component, it is the 
cornerstone of interoperability and agility within the 5G SBA. By enabling 
secure, dynamic service discovery and registration, the NRF ensures the 5G 
Core can evolve fluidly to meet real-time demands, thus delivering on the 
full promise of a scalable, resilient, cloud-native service model. 



7AI-Native Shadow 5G Core 

Key business challenges 
The imperative for real-time core intelligence 
As the telecom industry advances toward autonomous networks and 
intent-based operations, the expectations placed on the 5G Core are being 
redefined. Operators are moving beyond static, rule-based architectures in 
favor of intelligent, adaptive systems, capable of interpreting complex 
patterns, anticipating failures and making real-time, prescriptive decisions. 
This ambition is deeply aligned with the broader industry shift toward 
data-driven automation, where AI and machine learning play a pivotal role 
in optimizing performance, resilience and end-user experience. 

However, this push for cognitive intelligence directly confronts a core tenet 
of telecom engineering: carrier-grade stability and deterministic behavior. 
The 5G Core underpins mission-critical services, from public safety 
communications to enterprise-grade service-level agreements and cannot 
afford compromise. 

It must deliver: 

• Five-nines availability (99.999%) 
• Consistent, predictable latency and throughput 
• Strict adherence to 3GPP standards and regulatory compliance 

In this context, the challenge becomes clear: how can operators embed 
real-time intelligence into the heart of the 5G Core without undermining 
the reliability, predictability and trust that define telecom-grade networks? 

Problem statement 
Bridging the gap between cognitive intelligence and 
deterministic stability 
Introducing real-time, cognitive intelligence into the 5G Core introduces a 
fundamental design tension: 

• AI-driven decisions are inherently probabilistic, relying on adaptive 
models that evolve with data. This introduces variability into systems that 
have traditionally been engineered for consistency. 

• Carrier-grade networks demand deterministic behavior, where every 
transaction follows a well-defined, predictable path with guaranteed 
outcomes. 

• Core Network Functions (NFs), such as AMF, SMF and PCF, must remain 
auditable, reliable and deterministic to ensure accurate charging, 
regulatory compliance and consistent service delivery. 

• Embedding volatile AI/ML inference logic directly within these core NFs 
threatens their stability. Frequent model updates, non-deterministic 
behavior and dynamic learning cycles introduce operational risks that 
can compromise the integrity of the entire system. 
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• How can adaptive intelligence be embedded without destabilizing core 
operations? 

• Is it possible to design architectures where AI augments, but does not 
override, deterministic decision flows? 

• What governance, validation and fail-safe mechanisms are required to 
ensure safe autonomy? 

This is not a barrier, it is a defining design challenge. Addressing it will shape 
the evolution of next-generation telco platforms, where agility meets trust 
and AI-driven intelligence coexists with telecom-grade reliability. To enable 
this vision, a structural evolution of the 5G Core is essential. One that 
formalizes and operationalizes intelligence as a third operational pillar, 
alongside control and user planes. 

HCLTech’s approach to 
solution 
A hybrid architecture for AI-native intelligence 
The answer lies in adopting a hybrid architecture that isolates cognitive 
functions from critical signaling paths, preserving carrier-grade reliability 
while enabling scalable innovation. In this model, AI is introduced as the 
third foundational pillar of the 5G Core, alongside Mobility and Session 
management. 

This paper proposes the introduction of an AI-native Shadow Core, 
comprising newly defined Network Functions (NFs) purpose-built to deliver 
AI as a Service (AIaaS). 

The solution centers around two core components: 

• AI-NRF (AI capability broker) 
• Mirrored AI-NFs (Inference engines) 

This decoupled architecture is essential to embedding AI into the 5G Core 
in a way that is stable, resilient and operationally sound. 

The architecture resolves the key tensions outlined earlier by: 

a) Isolating probabilistic inference logic into dedicated, mirrored 
AI-NFs, forming a cognitive “Shadow Core.” The standard 5G Core 
NFs remain deterministic executors, leveraging mirrored AI-NFs 
solely for intelligent input. This preserves the integrity, auditability 
and stability of mission-critical functions. 

b) Enabling dynamic discovery and consumption of AI capabilities via 
a newly introduced AI-NRF. Analogous to the traditional NRF, the 
AI-NRF acts as a broker of AI/ML inference services, managing their 
registration, discovery and invocation across the network. 

1  AI-NRF – The AI Capability Broker 
The AI-NRF formalizes the delivery of AIaaS within the 5G Core, 
transforming AI/ML inference capabilities into consumable network 
services. Operating through standard HTTP/2 service-based interfaces, 

This conflict surfaces critical questions for network architects: 
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the AI-NRF and mirrored AI-NFs extend the Service-Based Architecture 
(SBA) to support intelligent decision-making at scale. Functioning as an 
AI-aware evolution of the standard NRF [7][8], the AI-NRF acts as a 
central registry and broker for all deployed inference services—managing 
model registration, intelligent discovery, and real-time selection based on 
performance, load, and slice context. 

The AI-NRF fulfills the following key roles: 
1. AI/ML model registration 

Inference Functions (AIFs) register their capabilities with the AI-NRF, 
including: 

• Model type – e.g., anomaly detection, traffic prediction, optimal path 
selection 

• Input/output schema – data formats and expected outputs 
• Performance metrics – latency, accuracy, load, capacity 
• Slice/service scope – which slices or services the model supports. 

2. AI capability discovery 

Consumer NFs query the AI-NRF to locate the most appropriate AI/ML 
model for a specific need. 

Example: An AMF requires a predictive mobility optimization model for 
a specific slice. It queries the AI-NRF for an inference capability with 
matching criteria and the lowest latency. 

3. Optimal instance selection and load balancing 
The AI-NRF selects the best-fit AI inference engine based on: 

• Load/Capacity – routing to underutilized AIFs 
• Proximity – selecting edge-deployed AIFs for latency-sensitive tasks 
• Model version – ensuring correct versioning and model consistency. 

Figure 1-Collective intelligence for 5G Core 
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AI-AMF) 
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NRF 
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Analytics Service 

AI Services Discovery 

AMF AUSF 

UDM 
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AI Services Discovery 
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4. Service brokerage 

The AI-NRF returns the service URI of the selected inference 
function (AIF), enabling the consuming NF to invoke it directly via an 
authenticated HTTP/2 API call. 

Mirrored AI-NFs – The decoupled inference engines 
Mirrored AI-NFs are specialized, domain-aligned functional twins (e.g., 
AI-AMF, AI-SMF, AI-PCF) that host and execute real-time AI/ML models. 
These nodes perform tasks such as predictive mobility optimization and 
dynamic QoS profile selection, providing cognitive input to their standard 
NF counterparts while remaining logically and operationally decoupled. 

This separation ensures that the standard NF remains the deterministic 
authority, while the AI-NF delivers intelligent recommendations, thus 
preserving telecom-grade reliability without sacrificing adaptability. 

Standard NF 
(Consumer/ 
Executor) 

Mirrored AINF 
(Producer/ 
Inference 
Engine) 

Role of the Service provided 
(Examples) AI-NF 

AMF 
(Access and 
Mobility) 

AI-AMF Intelligence 
for access, 
registration 
and mobility 
procedures. 

Real-time predictive 
mobility optimization 
recommendations, 
load forecasting, 
rerouting 
suggestions. 

Intelligence for 
traffic steering 
and resource 
utilization in the 
data plane 

SMF (Session 
Management) 

AI-SMF Intelligence 
for session 
management 
and resource 
allocation. 

Dynamic QoS profile 
selection and 
resource allocation 
predictions, 
congestion 
prediction for PDU 
sessions, session 
slicing optimization. 

PCF (Policy 
Control 
Function) 

AI-PCF Intelligence for 
generating 
policy rules and 
enforcement 
strategies. 

Policy anomaly 
detection for policy 
misuse and real-time 
rule suggestion for 
enforcement based 
on user behavior 

UPF (User 
Plan 
Function) 

AI-UPF Intelligent traffic 
steering, dynamic UPF 
selection, packet loss 
prediction. 

Service invocation flow: 
1. A standard NF (e.g., AMF) sends a capability query to the AI-NRF 

2. The AI-NRF returns the URI of the optimal mirrored AI-NF (e.g., AI-AMF) 
3. The standard NF sends the required input to the AI-AMF via an 

authenticated HTTP/2 API 
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4. The AI-AMF processes the request and returns a predictive result 

5. The standard NF executes the result using standard 3GPP-compliant 
procedures. 

By decoupling AI/ML logic from deterministic signaling, HCLTech’s solution 
allows real-time cognitive intelligence to be embedded as a trusted, 
operational pillar within the 5G Core, delivering both network agility and 
carrier-grade stability at scale. 

Benefits 
Enhanced resilience and operational governance 
The “Shadow Core” architecture enhances network resilience by strictly 
isolating volatile AI inference logic from the deterministic control of 
standard core NFs. This separation safeguards the predictability and 
auditability required for carrier-grade operations, even as AI models evolve. 

Key benefits include: 

• Non-disruptive A/B testing of new models 
• Instant model rollback in case of degradation or failure 
• Independent scaling of compute-intensive AI-NFs on specialized 

hardware (e.g., GPUs/NPUs) without impacting core NF operations. 

This decoupling ensures efficient resource utilization while maintaining the 
integrity and stability of mission-critical services. 

Optimized distributed intelligence and edge synergy 
The AI-NRF enables proximity-aware discovery by managing the 
topological location of AI-NFs, allowing core NFs to locate and invoke the 
closest available inference model, thereby significantly reducing latency for 
time-critical decision-making. 

This architecture is inherently aligned with Mobile Edge Computing (MEC). 
The mirrored approach is particularly well-suited for deploying low-latency 
inference models — such as AI-AMF and AI-UPF — at the edge, effectively 

Figure 2-Collective intelligence for SBA Core 
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supporting stringent URLLC (Ultra-Reliable Low-Latency Communication) 
requirements. 

Synergy with the NWDAF framework 
This model refines the role of the NWDAF, positioning it to focus on 
centralized data aggregation and model training, while the AI-NRF and 
mirrored AI-NFs manage the real-time distribution and execution 
(inference) of these models at the point of decision. This separation ensures 
low latency and high reliability, maximizing efficiency across the end-to-end 
intelligence pipeline. 

Novel use cases enabled by hybrid architecture 
The AI-Native Shadow Core is uniquely positioned to enable advanced 
5G-Advanced and 6G use cases that demand the fusion of real-time 
intelligence with deterministic execution. This hybrid capability facilitates 
a new class of user experiences by delivering guaranteed service quality 
tailored to instantaneous need and context. 

By isolating AI logic within the mirrored AI-NFs, the architecture ensures 
system integrity, while the AI-NRF provides a direct, real-time link to make 
that intelligence immediately actionable by the core NFs. 

This enables transformative capabilities such as: 

• Predictive, zero-jitter mobility 
• Dynamic, user-specific QoS and charging 
• Real-time security anomaly detection and mitigation 
• Guaranteed immersive media streaming, with adaptive bitrate and 

latency assurance 
• Dynamic service composition for digital twins, XR and metaverse 

environments [10,11] 

Noveluse 
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Synergywith 
theNWDAF 
framework 
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distributed 
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proximity-aware 
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Current standardization 
trends 
The concept of a Shadowed AI Core Network, operating adjacently to the 
deterministic 5G Core, is well aligned with ongoing 3GPP 
developments-particularly within the SA5 working group (focused on 
management and orchestration) for release 18 and beyond [9]: 

• AI/ML management framework: 3GPP is actively defining a lifecycle 
framework for AI/ML models-covering training, deployment, inference 
and monitoring-within the 5G system. 

• Inference Function (IF): The standards introduce the concept of a generic 
Inference Function (IF) to host trained models and perform predictions. 
The AI-NF can be seen as a specialized, domain-aligned evolution of this 
IF-tightly coupled with specific core NF domains and governed within a 
structured service model. 

• AI as a Service (AIaaS): Industry leaders and cloud providers are 
advancing the AIaaS model, where AI capabilities are exposed as 
consumable services via APIs. Within this context, the AI-NRF acts as the 
essential service broker, enabling seamless, standards-compliant AIaaS 
integration across the 5G Service-Based Architecture (SBA). 

Conclusion 
The 5G Core is at a pivotal inflection point, evolving beyond its traditional 
dual pillars of session and mobility management. The introduction of the 
AI-Native Shadow Core architecture — through AI-NRF and mirrored AI-NFs 
— effectively resolves the long-standing trade-off between the need for 
real-time intelligence and the imperative for network stability. 

By isolating the inference process within dedicated AI-NFs, the 
deterministic, carrier-grade logic of core NFs remains fully protected from 
potential AI model faults or instability. Crucially, the failure of a single AI 
model does not compromise the stability or reliability of the underlying 
core function. 

The architecture also natively supports Continuous Integration and Delivery 
(CI/CD) for AI. New models can be deployed in separate AI-NF instances and 
tested in shadow mode or through non-disruptive A/B testing, prior to 
handling live traffic, enabling safer, faster innovation cycles. 

In summary, this decoupled AI framework provides the architectural 
foundation for resilience, scalability and robust governance over AI 
model operations, firmly establishing AI as the third operational pillar 
of the 5G Core. This evolution is critical to unlocking the full potential 
of 5G-Advanced and realizing the visionary promise of 6G zero-touch 
automation. 
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