
Blueprint-Driven 
Knowledge Graphs
The governed knowledge layer 
for enterprise Agentic AI



Executive view
Agentic AI is becoming pa� of the operating 
fabric of the enterprise. Agents are being 
asked to investigate incidents, assess risk, 
recommend actions, draft responses and 
coordinate work across systems. Their 
e�ectiveness depends not only on model 
capability, but on the quality of the 
knowledge layer they rely on.

Today, many enterprise agents are
grounded primarily in vector retrieval. This
is valuable for finding relevant passages 
from policies, tickets, runbooks, design
notes and knowledge a�icles. But 
operational workflows often require more 
than relevant text. They require structural 
understanding: which systems depend on 
which components, who owns what, what 
caused an issue, which policy applies and 
what business process is impacted.

A vector index can retrieve content.
A governed knowledge graph can
represent how the enterprise works.

This paper proposes a blueprint-driven 
knowledge graph: a governed graph built 
from a lightweight, reviewable Minimum 
Viable Ontology (MVO). The MVO defines
the approved entity types, relationship
types and valid connections for a domain. 
LLM extraction is constrained by this 
blueprint and a validation layer ensures
that only conforming entities and 
relationships enter the graph.

The result is a Minimum Viable Graph (MVG): 
a queryable, governed knowledge layer that 
agents can use for dependency traversal, 
impact analysis, causal reasoning, policy 
validation and decision suppo�.

Core argument: 

As enterprises scale Agentic AI into operational workflows, the bo�leneck
is no longer access to content. It is whether agents can reason over a

governed model of the domain they act within.

Executive takeaway:

Schema is to AI knowledge what API
contracts are to software: a way to define, 
validate, govern and evolve the structure that 
intelligent systems depend on.



1. The knowledge problem
Enterprises are moving agents into operational 
workflows where they must investigate, decide, 
recommend and act across complex business 
environments. These workflows depend on
more than access to documents. They require
an understanding of how the enterprise
is structured.

An agent suppo�ing IT service management, 
for example, must know which application 
depends on which server, which business 
process is a�ected by an outage, which 
runbook applies to a specific incident and 
which change request resolved a known error. 
These are not isolated facts. They are 
connected relationships across systems, 
processes, assets, people and policies.

Most enterprise knowledge, however, is 
fragmented — spread across tickets, CMDB 
records, SOPs, runbooks, design documents, 
knowledge a�icles, monitoring logs and 
business metadata. Each source may hold pa� 
of the answer, but the structure connecting 
them is often implicit, inconsistent or 
unavailable to the agent.

To act reliably, agents need a structured 
domain view: what entities exist, how they 
relate, which relationships are valid and which 
constraints apply. That means stable named 
entities (incidents, services, policies), typed 
relationships (depends on, resolves, impacts), 
valid traversal paths (incident to problem to 
change) and traceable provenance showing 
where a relationship came from and who 
approved  the schema.

The central challenge:  

Agents are expected to reason across
the enterprise, but the knowledge they
receive is often delivered as disconnected
text. Without a governed view of the domain,
every agent interaction becomes an exercise 
in re-inferring the enterprise from fragments
of content.

Retrieval is essential, but it is not su�icient. Vector 
search is e�ective at finding relevant passages oftext. 
It can retrieve a policy, a runbook, a historical incident 
or a design note that is semantically similar to a user's 
question — and this makes it genuinely valuable for 
grounding responses in enterprise content.

But many enterprise questions are not about 
semantic similarity. They are about structure: which 
services are impacted by this infrastructure failure, 
what is the causal chain from this incident to the 
change that fixed it, which SOP applies to this 
application and incident type and which business 
process is at risk if this service degrades.  A retrieval 
system may find documents that mention these terms, 
but it does not know the relationships among them.

This forces the agent to infer structure at runtime 
from retrieved text — increasing ambiguity, token 
cost, latency and hallucination risk. It also makes 
governance harder, because the enterprise
cannot review or audit the relationship model
the agent has constructed on the fly.

Design principle:  

Use vector retrieval for semantic context.
Use graph retrieval for relationships, dependencies, 
constraints and multi-hop reasoning. The two 
are complementary, not competing.

2.  Why retrieval alone
     falls sho�

Dependency
traversal

Causal
reasoning

Policy
validation

Aggregation
queries

The agent must follow typed 
relationships between entities, 
not rank passages by similarity.

Incident-to-problem-to-chang
e chains are operational facts, 
not text co-occurrence.

The agent must know which 
actions are permi�ed for a given 
role, service or workflow state.

"How many incidents a�ected
this service last qua�er?"
requires structured, typed facts.

Why vector retrieval falls sho�Agent need     |



The critical distinction:  

MVO defines what is allowed. MVG represents what is known.
Together, they create a governed knowledge layer that agents can query, trace and trust.

3.  The blueprint-driven pa�ern
The blueprint-driven pa�ern sta�s with a
single architectural principle: define the domain 
model before asking AI to extract knowledge 
from enterprise content.

Most graph-based AI systems begin with 
extraction. They ask an LLM to identify entities 
and relationships from documents, then 
a�empt to organize the resulting graph 
afterward. This approach can serve exploratory 
purposes, but it is risky for enterprise agentic 
systems. Agents operating in business-critical 
workflows need a knowledge layer that is 
predictable, reviewable and governed from
the sta�. Blueprint-driven knowledge graphs 
reverse that sequence.

The enterprise first defines a Minimum Viable 
Ontology (MVO) — a lightweight YAML schema 
that specifies the approved entity types, 
relationship types and constraints for a domain. 

The diagram below illustrates a sample MVG for an AMS domain. Each node is a typed entity; each edge is 
a validated, named relationship — the governed structure that agents traverse rather than infer from text.

The MVG handles structural questions — what depends on what, what caused what, what is 
impacted, which action is valid — while vector retrieval continues to suppo� semantic search 
over documents, policies, tickets and historical notes. This hybrid architecture gives agents 
both the content to understand and the governed structure to reason over.

It does not a�empt to model the entire enterprise. 
It captures only the minimum structure required
for the target agentic use case. For example, in 
an Application Management Services context, 
the MVO defines entities such as Incident,
Problem Request, Known Error, Change Request, 
Application Service, Business Process, SOP, 
Runbook, Server and Ale�, along with typed 
relationships: Incident creates Problem Request; 
Known Error is resolved by Change Request; 
Application Service suppo�s Business Process; 
SOP guides resolution of Incident.

This blueprint becomes the control su�ace for 
knowledge construction. The LLM extracts only 
within the boundaries defined by the MVO. Each 
extracted entity and relationship is then validated 
before being stored. The validated output is the 
Minimum Viable Graph (MVG) — the operational 
graph instance built from real enterprise data 
using the MVO as its governing schema.

Figure 1: Sample Minimum Viable Graph (MVG) — AMS domain. All nodes and edges are validated against the MVO before entry.



The blueprint-driven knowledge graph pa�ern sits between enterprise data sources and 
agent orchestration. Its role is to conve� fragmented enterprise knowledge into a governed, 
queryable domain model that agents can use for reasoning. The architecture has four layers, 
shown in Figure 2.

Enterprise knowledge sources

The foundation is the existing enterprise landscape: tickets, CMDB records, runbooks, SOPs, 
policies, design documents, logs, knowledge a�icles and business metadata. These sources 
remain the systems of record. The graph does not replace them; it creates a connected 
knowledge layer across them.

Blueprint-driven ingestion

Before extraction begins, the MVO defines the 
approved entities, relationships and constraints for 
the domain. The ingestion pipeline asks the LLM to 
extract only what the MVO permits. Each extracted 
entity and relationship is then validated: invalid 
types, unsuppo�ed relationships or incorrect 
source-target combinations are rejected and
logged rather than silently absorbed. The graph
is constructed through a governed ingestion
path — not generated first and cleaned later.

4.  Architecture pa�ern

1.

2. Governed knowledge layer

Validated entities and relationships form the 
MVG — the structured knowledge layer that 
agents can query. It represents the domain 
in approved terms: incidents, services, 
applications, servers, runbooks, policies, 
customers or any other domain-specific 
entities. Alongside the graph, a vector index 
continues to suppo� semantic search over 
unstructured content.

3.

Figure 2: Blueprint-Driven Agent Architecture — from enterprise knowledge sources through governed ingestion to
hybrid agent retrieval and reasoning.



Agent retrieval and reasoning

The agent accesses the knowledge layer through hybrid retrieval. For structural questions, it 
queries the graph — dependencies, impact paths, causal links and policy applicability. For 
contextual questions, it uses vector retrieval to bring in relevant documents or passages. The 
orchestration layer decides which path to use: an incident agent may use the graph to identify 
impacted services, then vector search to retrieve the relevant SOP or historical resolution notes.

How does this compare to alternative approaches?

Two widely discussed directions are wo�h 
addressing directly, because teams evaluating 
blueprint-driven graphs will encounter both.

Microsoft's GraphRAG approach uses Leiden 
community detection over entity co-occurrence 
graphs, with LLM-generated summaries assigned
to communities. This is genuinely powe�ul for 
exploratory sensemaking over unknown corpora: it 
su�aces thematic structure that a human schema 
author might not anticipate. The di�erentiation is in 
the deployment context. In an enterprise ITSM or 
AMS domain, node types are already known —
they map directly to ServiceNow, Jira and
established ITSM standards. Re-discovering
those types through clustering wastes tokens and 
produces non-deterministic outputs across runs.
In regulated environments, non-determinism is a 
compliance problem: there is no schema file to di�, 
no version to approve, no human-readable a�ifact 
for an auditor. Blueprint-driven graphs are the 
appropriate default when the domain is well 
understood; emergent detection is appropriate 
when the domain shape is itself the question
being asked. These are complementary defaults
for di�erent contexts, not competitors.

4.

Core pa�ern:  

Use the MVO blueprint to govern what enters the graph. Use the graph to answer 
structural questions. Use vector retrieval to enrich the answer with relevant text.

The long-context argument holds that frontier models with 100K–200K token windows can 
process an entire corpus in a single call, reducing the architectural need for retrieval. This is a 
real capability improvement, but it solves a di�erent problem. A 200K context holds roughly 
150 pages of text; it cannot traverse a multi-hop relationship implicit in documents but explicit 
in a graph, nor reliably answer aggregate queries such as 'how many incidents a�ected this 
business unit last qua�er?' without hallucination risk over an untyped corpus. At enterprise 
scale, CMDB topology alone exceeds any feasible context window. Long-context models and 
blueprint-driven graphs are complementary: the graph handles structural and multi-hop 
queries; the large context handles unstructured reasoning over retrieved passages.



Two HCLTech deployments demonstrate the pa�ern in production, operating in
entirely di�erent domains but sharing the same underlying mechanism: YAML blueprint, 
schema-constrained extraction, validation at ingest and graph exposure to agents.

Application Management Services (AMS)

AMS work is structurally graph-shaped. An 
engineer investigating a P1 incident must connect 
it to a�ected configuration items, downstream 
application services, impacted business 
processes, related problem records, known errors, 
applicable runbooks and the change request that 
ultimately resolved the issue. In a retrieval-only 
architecture, the agent reconstructs this chain
at runtime by scanning ticket text — slow, 
error-prone and non-reproducible.

The AMS MVO defines thi�y node types across six 
groups — service management (Incident, Problem 
Request, Known Error, Change Request), business 
services (Application Service, Business Process), 
configuration items (Server, VM), operational 
documents (SOP, Runbook) and telemetry (Ale�, 
Log Entry) — along with twenty-seven typed 
relationships with explicit source-target constraints.

The ingestion pipeline validates every 
extracted entity and relationship against this 
schema before writing to Neo4j; invalid types 
are rejected and logged, not silently absorbed.

The result is a queryable AMS knowledge graph 
that an incident agent uses for multi-level 
enrichment: CMDB topology traversal, business 
process impact assessment, causal chain 
construction (Incident → Problem Request → 
Known Error → Change Request) and knowledge 
linkage to applicable SOPs. The agent can 
answer 'which business process is at risk and 
what runbook applies?' as a graph traversal in 
milliseconds, rather than as a multi-step 
inference over retrieved text. The end-to-end 
entity and relationship model is illustrated
in Figure 3.

5.  HCLTech use cases

Figure 3: AMS Mini Graph — end-to-end IT service management knowledge graph connecting the incident
lifecycle to business value with linked SOPs and runbooks.



Knowledge Management Po�al

The same construction pa�ern was applied to a KM 
Po�al — a knowledge corpus for proposals, competitive 
analysis and onboarding — demonstrating that the 
primitive is domain-po�able. Here, the MVO defines 
three taxonomy dimensions (industry, capability, 
document type) with a mandatory tagging policy and 
role-based access controls. Use cases — onboarding 
journeys, proposal generation, competitive intelligence 
queries — are explicitly mapped to taxonomy paths.

The ontology is entirely di�erent from the AMS schema, 
but the governance mechanism is identical: YAML 
blueprint, schema-constrained extraction, validation 
before ingest, versioned evolution. A knowledge 
manager can review the full schema in a single working 
session. A compliance reviewer can di� schema
changes the same way a developer reviews a pull 
request. The pa�ern holds regardless of the domain.

The strongest case for blueprint-driven knowledge graphs is 
governance. Enterprise leaders need to know what an agent is 
allowed to extract, how relationships are defined, who approved the 
domain model, when it changed and whether graph construction 
can be reproduced. For enterprise agents, governance is not a 
compliance add-on. It is the mechanism that turns retrieved 
knowledge into controlled, explainable enterprise reasoning.

The question is no longer whether an agent can find relevant 
content. The harder enterprise question is whether the organization 
can prove what the agent is allowed to know, infer and act on. 
Blueprint-driven governance answers that question structurally.

6.  Governance is the di�erentiator

What governance changes

Blueprint-driven governance moves control upstream: 
the enterprise defines valid entity and relationship
types before extraction begins, rather than cleaning
up generated structures after the fact. This makes 
extraction reviewable — invalid entities and 
unsuppo�ed relationships are rejected before they 
enter the graph. It makes agent answers explainable — 
responses can be traced to typed graph paths and the 
schema rules that permi�ed those paths. And it makes 
change auditable — schema updates are versioned, 
di�ed, approved, tested and rolled back using the 
same engineering governance that applies to code.



The MVO and MVG as the control su�aces

The Minimum Viable Ontology (MVO) defines the 
permi�ed knowledge model: approved entity types, 
relationship types, source-target constraints, required 
a�ributes, ownership, access rules and version history. 
The Minimum Viable Graph (MVG) is the validated 
instance of that model: the actual enterprise nodes 
and edges that conform to the blueprint and can be 
queried by agents. Together, they provide an auditable 
chain from schema to extraction to graph to answer — 
the di�erence between relying on prompt behavior 
and operating a governed knowledge layer.

The governance lifecycle

The eight-stage lifecycle below describes how the MVO and MVG are created, operated 
and evolved. Each stage is a deliberate control point, not a background process.

Stage What happens Governance value

Author

Review

Version

Extract

Validate

Ingest

Monitor

Evolve

Domain expe�s, architects and engineers collaboratively 
define the initial MVO: entity types, relationship types, 
constraints and required a�ributes.

The MVO is reviewed by business, technology, security 
and compliance stakeholders — readable as a YAML file, 
no specialized tooling required.

The approved MVO is commi�ed to version control with 
an explicit version tag. All future changes produce a 
reviewable di�. Each MVG instance is traceable to the 
MVO version that governed its construction.

The LLM extracts candidate entities and relationships 
guided by the MVO. It cannot asse� a type not listed in 
the schema.

Every candidate is checked against the MVO: Is the entity 
type allowed? Is the relationship type permi�ed? Do 
source and target match the declared constraints? Only 
candidates who pass all checks are admi�ed to the MVG.

Validated entities and relationships are wri�en to the 
MVG in the graph store (e.g., Neo4j). Rejected candidates 
are logged with reason codes and held for review, keeping 
the MVG free of unvalidated content.

MVG quality metrics are tracked over time: valid-to-invalid 
ratios at ingest, schema coverage gaps, query success 
rates against the MVG and data drift indicators that signal 
when the MVG is diverging from the live enterprise state.

Schema change requests — driven by domain expe�s, 
agent query failures, or MVG quality signals — return to 
the Author and review stages, producing a new versioned 
MVO. The MVG is updated or pa�ially rebuilt against the 
new schema, with a clear di� between versions.

Human intent is encoded 
before any AI extraction begins.

Multi-stakeholder approval 
creates a defensible
a�ifact.

Schema changes are auditable 
and reversible; MVG provenance 
is preserved.

Extraction is bounded and 
reproducible within a schema 
version.

Only conforming knowledge 
enters the MVG — invalid 
relationships never reach
the graph.

The rejection log serves
as a continuous quality signal 
and a prompt for MVO 
refinement.

Operational visibility into
MVG health and coverage, 
enabling proactive governance 
rather than reactive cleanup.

Continuous improvement of 
both the MVO and the MVG 
without uncontrolled schema 
drift or silent knowledge 
degradation.



Implication for enterprise leaders:

For regulated or operational workflows, every agent should have a visible knowledge 
blueprint. If the organization cannot show the schema that governs what the agent 
may extract and traverse, the deployment depends on runtime inference rather than 
enterprise control.

Blueprint-driven knowledge graphs should be adopted incrementally, not as a large 
ontology program. The objective is to prove value in one high-impact domain and 
then scale the pa�ern.

Phase 1 — 
Pick the structural use case

The best sta�ing point is a workflow where the 
agent must reason over relationships, not just 
retrieve documents. Good candidates include 
incident impact analysis, change risk assessment, 
customer entitlement reasoning, supplier 
dependency mapping, policy applicability or 
software defect traceability. The qualifying question: 
Does the agent need to traverse relationships or 
validate actions against domain constraints? If yes, 
the use case is a strong candidate.

Phase 2 —
Author the Minimum Viable Ontology

Begin with a small domain blueprint — five to ten 
entity types and the most impo�ant relationships 
among them. The first MVO should be reviewable 
by domain expe�s, architects and engineers in a 
single working session. The goal is not to model 
the entire enterprise; it is to define enough 
structure for the agent to reason reliably within 
one bounded domain.

7.  Adoption roadmap



Adoption principle:  

Build the smallest governed 
graph that materially improves 
one agent workflow. Measure first. 
Expand after measurement.

Phase 3— 
Build the Minimum Viable Graph

Use the MVO to guide extraction from 
enterprise data sources: tickets, CMDB 
records, knowledge a�icles, runbooks,
policies or design documents. Validate every 
extracted entity and relationship against
the blueprint before ingestion. Rejected 
candidates are logged; they become the 
primary signal for schema refinement. The 
result is the MVG: a governed, queryable 
graph instance built from real enterprise data.

Phase 4 —
Connect one agent workflow

Expose the MVG to one agent workflow through 
graph queries, while continuing to use vector 
search for unstructured content. The agent 
should combine both modes: graph traversal
for structure, vector retrieval for suppo�ing 
evidence. This hybrid pa�ern avoids a false 
choice between graph and vector — each is
used where it is strongest.

Phase 5 —
Measure and expand

Judge the first deployment by operational 
outcomes, not graph size. Key metrics include 
structural query success rate (does the agent 
traverse the graph to answer structural questions 
correctly?), invalid relationship rejection rate 
(how much noise is the validation layer 
catching?), time to investigate or decide and 
schema reuse across adjacent agent workflows. 
Once value is demonstrated, expand the MVO 
scope, add data sources and extend the pa�ern 
to neighboring domains.



Enterprises are no longer experimenting with 
agents only as conversational inte�aces. They 
are beginning to embed them into operational 
workflows where accuracy, traceability and 
governance ma�er. In that environment, a 
retrieval-only knowledge layer is not enough.

Vector search remains valuable for finding 
relevant text, but enterprise agents need more 
than relevant passages. They need a reliable 
way to understand relationships: which systems 
depend on which components, which incidents 
connect to which changes, which policies apply 
to which processes and which actions are valid 
in a given domain. These are structural 
questions and they require a structured 
knowledge layer.

Blueprint-driven knowledge graphs provide 
that layer. By sta�ing with a Minimum Viable 
Ontology, enterprises define the approved 
entities, relationships and constraints of a 
domain before extraction begins. The resulting 
Minimum Viable Graph becomes a governed, 
queryable model that agents can use for 
reasoning, validation and action.

The di�erentiation is governance. A 
blueprint can be reviewed, versioned, 
audited and evolved under normal 
engineering discipline. It gives business, 
technology, security and compliance 
stakeholders a shared a�ifact for defining 
what an agent is allowed to know and 
infer. This makes the knowledge layer not 
just technically useful, but enterprise-ready.

The path forward is practical: sta� with 
one high-value domain, define the 
minimum viable schema, validate graph 
construction against it and expose the 
graph through hybrid retrieval. The goal is 
not the largest graph — it is the smallest 
governed knowledge model that 
materially improves agent pe�ormance in 
one well-understood domain, then scales.

8. Conclusion

Enterprise agents will succeed not because they retrieve more content, 
but because they reason over a trusted structure.
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