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Introduction

Enterprise organizations process large volumes of documents from
scanning, email attachments, customer portals, mobile uploads and batch
repositories. These inputs frequently arrive as composite PDFs containing
hundreds of pages or as image bundles in which multiple document types
are scanned together as a single file. Contracts, invoices, ID cards, health
records, financial statements, bank documents, bank cards, legal filings and
other records can coexist in one upload, creating complexity before the
actual document workflow begins.

Manual separation and categorization of these bundled documents is slow,
expensive and prone to error. Traditional rule-based systems also struggle
with real-world variability in layout, language, scan quality and document
structure. A fixed template or keyword rule may work for a narrow
document set, but it often fails when documents are rotated, handwritten,
multilingual, poorly scanned or structurally similar.

This whitepaper presents a scalable, Al driven solution for automated
document segmentation, continuity detection, classification and
high-fidelity reconstruction of individual documents from corrected,
preprocessed pages. The system combines image preprocessing
techniques with vision capable Large Language Models and
Vision-Language Models (LLMs/VLMs) to infer document boundaries
and semantic continuity across pages. Unlike conventional approaches
that simply split the original PDF, this approach outputs segment
indices, classification labels, metadata and downloadable
reconstructed documents.

Business challenges

Mixed-document input files are common in enterprise document capture
workflows, yet traditional rule-based solutions consistently fall short when
faced with real-world variations, such as varying scan quality, diverse
layouts, handwritten additions and mixed-language pages. This system
addresses those challenges through Al-driven visual and semantic
understanding, accepting PDFs with 100s of pages or composite image
bundles containing any combination of document types and producing
precise page-level segmentation, classification labels and fully
reconstructed individual documents assembled from corrected,
preprocessed pages.

Beyond core outputs, the system also delivers quality metrics, confidence
scores and complete audit logs for end-to-end traceability - all while
maintaining the high throughput required for large-scale enterprise
workloads. The resulting reconstructed documents are immediately ready
for downstream consumption across RPA pipelines, archiving systems,
content management platforms and compliance workflows.

Mixed document input files are an unavoidable reality in modern enterprise
document workflows. A single PDF may contain dozens or hundreds of
pages spanning multiple document types, interleaved formats and
inconsistent layouts. This is common in banking, hotel, transport, insurance,
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healthcare, legal services and government, where paper based processes
remain prevalent and scanning quality varies widely.

Conventional document processing methods typically rely on template
matching, keyword rules, barcode detection or heuristic page counting.
These methods can be effective in controlled environments, but they break
down under operational conditions where every intake channel, document
type and source system introduces variability.

The most common challenges include:

+ Variability in document layout, language and structure

» Poor scan quality, skew, rotation, shadows, noise or missing page edges
« Handwritten annotations, stamps, signatures and free-form markings

+ Multi-page documents that span arbitrary lengths

+ Look-alike document types with subtle visual or semantic differences

* Mixed-language pages and cross-page content dependencies

To address these limitations, document segmentation must be treated
as a problem of visual and semantic continuity, not simply as a structural
splitting task. Vision-capable LLMs can analyze normalized page
sequences, identify logical boundaries and classify the resulting
segments. Just as important, the final documents must be reconstructed
from corrected, preprocessed pages so they are ready for RPA pipelines,
archiving systems, content management platforms and compliance
workflows.

Problem statement

Modern enterprises need to ingest, understand and route large
mixed-document files at speed. PDFs containing hundreds of pages or
composite image bundles assembled from scanners, email attachments,
mobile uploads and legacy systems. They often combine multiple
document types, inconsistent layouts, variable scan quality, handwritten
notes, stamps and multilingual content.

Industries such as banking, insurance, transportation, hospitality, healthcare,
legal services and government face this challenge daily as paper-based
processes continue to coexist with digital workflows.

Traditional rule-based document processing systems-built on fixed
templates, keyword heuristics, barcode detection or fixed page-count
assumptions cannot reliably identify where one document ends and
another begins when the input is unpredictable.

They are especially vulnerable to:

+ Layout variability across forms, statements, contracts and evidence

documents
» Poor scan quality, skew, rotation, noise or low-resolution images
» Handwritten annotations and free-form markings
+ Mixed-language pages within the same file
* Multi-page documents of arbitrary length
» Look-alike document types with subtle structural differences



As a result, organizations struggle with inaccurate page separation,
misclassification, lost information and manual rework. These issues create
bottlenecks in downstream RPA pipelines, archiving systems, compliance
workflows and content management platforms. The enterprise requirement
is clear: a scalable, auditable and accurate system that can segment,
classify and reconstruct documents at the page level while sustaining the
throughput required for high-volume operations.

Solution

High-level architecture

The proposed system follows a linear yet modular pipeline. Each stage can
be independently scaled while maintaining end-to-end traceability and
high output fidelity.

» PDF paganization / image intake

* Image preprocessing and normalization
» Batched LLM-based continuity inference
+ Segmentation orchestration

» Document classification

» Document reconstruction

 Final outputs and metadata generation

Each stage is designed to be independently scalable while maintaining
end-to-end traceability and high output fidelity.

Scalable document segmentation and classification architecture:
High-level processing pipeline (Updated with reconstruction)

Input: Multi-document PDF/image

AN
+ 1. PDF pagination / image intake

2. Preprocessing pipeline (deskev, dewarp, DPI normalize, rotate, enhance)
E E 3. Intra-batch continuity VLM vision Vision-capable LLM
E E 4. Inter-batch continuity VLM Vision-capable LLM Decision
o _ 5. Segmentation orchestrator engine for split indices

6. Classification VLM + OCR Determine document types, extract
readable text
7. Document reconstruction module

(Assemble corrected pages into individual PDFs and images Uses the buffered, high-fidelity

corrected images from Step 2

Output: Final output (JSON + PDFs + Logs)
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Preprocessing pipeline

Each input page undergoes a comprehensive preprocessing pipeline to
generate a fully corrected master page. This corrected page becomes
the authoritative version for both model inference and final document
reconstruction, ensuring that the model evaluates the same page quality
that downstream systems ultimately receive.

This enhancement sequence includes auto rotation guided by OCR- or
VLM-based orientation detection, deskewing using the Hough transform or
projection based methods and denoising via non local means or bilateral
filtering.

Pages are then normalized to a consistent DPI, typically 200-300 DPI,
followed by edge cleanup and adaptive thresholding to improve clarity,
with optional conversion to grayscale, depending on downstream needs.
The outputs of this preprocessing stage include high quality corrected
page images (PNG/JPEG formats), a detailed preprocessing audit log
capturing the transformations applied and a quality score assigned to
each page. These corrected images serve as the canonical input for
segmentation, classification and final document reconstruction.

Segmentation via continuity inference

Segmentation is performed through continuity inference, combining
intra-batch and inter-batch reasoning to determine where documents
begin and end. This approach aligns boundary detection with the later
reconstruction process, so that the final output reflects both the logical
document structure and the corrected page sequence.

Intra batch continuity analysis

Pages are processed in small batches, typically 20-30 pages, to balance
model context limits with throughput efficiency. Within each batch, the
model evaluates:

* Whether Page N+1is a continuation of Page N
 Visual and semantic consistency across adjacent pages
* Boundary likelihood scores for potential split points

This approach balances model context limitations with throughput
efficiency.

Inter batch stitching

To support long documents that span multiple batches, such as a
500-page contract or large evidence file, the system performs inter batch
continuity checks. Boundary pages from adjacent batches are compared to
ensure that documents remain continuous across batch edges and are not
incorrectly split.

Final segmentationlogic

All predicted relationships are assembled into a weighted continuity graph.
Final document segments are then derived using connected-component
analysis or dynamic-programming-based sequence optimization,
producing precise start and end page indices for each document.
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Document classification

Once segmentation is complete, each document segment is classified
using a hybrid VLM + OCR approach. The classification process evaluates
both visual and semantic cues across the entire document segment, rather
than relying only on the first page.

Visual signals considered for classification include:

» Page layout structure including tables, headers and footers

* Presence and placement of logos, stamps, seals or signatures
* Repeating visual elements across pages

« Signature blocks, form style alignment and field positioning.

Semantic signals considered classification include:

+ Headings and title semantics, such as Invoice, Agreement or Statement

+ Key field presence, including invoice numbers, dates, totals and party
names

« Linguistic patterns associated with legal, financial or operational
language

» Cross page textual continuity, including clause numbering and section
headers.

To reduce misclassification in visually similar documents, the system
applies content cue cross checking:

+ Field expectation validation, such as requiring invoices to contain totals
or contracts to contain clauses

» Multi page consistency checks to ensure all pages in a segment logically
belong to the same document type

* Negative cue detection where the absence of expected markers lowers
confidence.

The final classification label is selected only after validating that the
detected cues are internally consistent across the entire segment, not just
the first page.

Document reconstruction

After segmentation and classification are completed, the system
reconstructs each document by assembling the corresponding
preprocessed pages into a clean, standalone output file. This
reconstruction process ensures that every document is built using fully
corrected pages that have been deskewed, denoised and properly
oriented.

The page order determined during segmentation is preserved exactly and
the system generates high quality PDFs for each document while also
storing essential metadata such as classification labels, confidence scores
and evidence of detected boundaries. Reconstructed documents can be
exported in multiple formats, including full PDF files, individual per page
images and optionally, OCR embedded searchable PDFs. Internally, the PDF
generation relies on lossless PNG or JPEG image formats and packages
them using libraries such as PIL, PyPDF2, Ghostscript, ReportLab, or cloud
native PDF builders, ensuring fidelity and consistency across all output
documents.
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To operationalize this capability at scale, the advanced LLM-based
framework we developed will be embedded within iDoRAN as an
accelerator. Integrating this into iDoRAN leverages its intelligent, modular
architecture—HCLTech'’s proprietary platform is designed for automated
correction, extraction, validation, enrichment, classification and analysis of
unstructured data. This synergy enables faster knowledge capture, richer
documentation and deeper operational insights across service ecosystems.

Benefits

Dramatically reduced manual effort

By automating page-level segmentation, classification and reconstruction,
the system eliminates hours of manual sorting, splitting and document
assembly. Teams no longer need to visually inspect hundreds of pages to
identify document boundaries or types.

Higher accuracy in real-world conditions

Al-based visual and semantic understanding handles challenges that

break rule-based systems, including:

* Handwritten annotations

» Low-quality scans

* Mixed languages

» Look-alike document types

This leads to more reliable classification and fewer downstream errors.

Enterprise-scale throughput

The system is optimized for high-volume ingestion, supporting:
» PDFs with hundreds of pages

» Composite image bundles

« Parallel processing pipelines

This ensures organizations can process large workloads without
bottlenecks.

Ready-to-use reconstructed documents: Output
documents are:

* Cleaned

» Corrected

» Preprocessed

* Fully reassembled

They are immediately consumable by RPA bots, archival systems,
content management platforms and compliance workflows without
additional transformation.

End-to-end traceability:
Quality metrics, confidence scores and audit logs provide transparency

into preprocessing actions, segmentation boundaries, classification
decisions and final document outputs.
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Modular extensibility:

As LLM and VLM capabilities improve, the architecture can incorporate
more advanced reasoning, multimodal understanding and inference
efficiency without redesigning the full pipeline.

Conclusion

Effective document segmentation is no longer simply a matter of splitting
pages. It is an enterprise-scale problem of understanding, transformation
and reconstruction. By tightly coupling image preprocessing, LLM-driven
continuity inference and high-fidelity document reconstruction, the
proposed solution elevates document ingestion from a fragile, rule-based
activity into a robust intelligent pipeline designed for scale.

A key differentiator of this approach is the deliberate use of corrected,
preprocessed page images as the canonical source of truth throughout the
workflow. Instead of treating preprocessing as a temporary enhancement
used only for model inference, the system reuses the same normalized
images for final document generation. This ensures that the output
documents are logically segmented, visually consistent, orientation-correct
and quality-enhanced.

The result is a clean-in, clean-out pipeline that reduces downstream
technical debt. By modeling document boundaries as a continuity reasoning
problem, the system can handle complex real-world scenarios, including
long-running contracts, visually similar documents, mixed-language content
and documents that span multiple processing batches.

The architecture is also modular and extensible. As LLM and VLM
capabilities continue to evolve, improvements in reasoning, multimodal
understanding and inference efficiency can be incorporated without
redesigning the end-to-end workflow. At the same time, the system
remains grounded in proven image processing and document assembly
techniques, supporting predictable performance, controllable cost and
enterprise-grade scalability.
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